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KEY INSIGHT
MIRROR tests whether 4 converging cognitive principles, parallel specialized processing, reconstructive 
synthesis, inner speech, and complementary learning, produce computational gains when unified in one AI system.



This yields a 21% relative improvement across 7 models in remembering personal user information across multi-
turn conversations; ablations show that parallel exploration and integrative synthesis contribute together.

MOTIVATION

4 cognitive theories — studying consciousness, 
memory, language development, and learning 
independently — prescribe compatible architectural 
features for coherent real-time behavior.



Existing AI systems implement only one cognitive 
principle at a time.



None implement the full convergent architecture that 
these theories identify as necessary for coherent 
multi-turn cognition.

MIRROR OVERVIEW

Thinker

Inner Monologue Manager: generates 3 parallel 
threads in 1 API call. Bounded history (≤10k 
tokens).

Cognitive Controller: receives only monologue 
and the prior narrative. Regenerates a first-
person narrative (≤3k tokens) each turn and 
discards the prev. one → O(1) reconstruction, 
with selective forgetting.



Talker 

Generates the response with the most recent 
consolidated narrative.



Consolidation occurs asynchronously during 
conversation pauses, allowing immediate 
contextual response without delay.

Talker
Immediate response generation

Generates direct, real-time answers to user queries


Leverages internal state as insight to inform responses 


Balances present focus with conversational continuity - 

Prioritizes addressing current query while maintaining 

coherence across conversation turns

MIRROR Architecture: 

Component Breakdown

Synthesizes the three cognitive threads into coherent unified internal state 


Consolidates recurring themes,  user preferences, and  important context


Plans response defining central questions,  follow-ups, and potential pitfalls 

Cognitive Controller
Creation of persistent, regenerative internal state

Infer Intent

Identify User Needs

Plan Engagement

Goals

Inner Monologue Manager
Parallel processing of internal thought

Connect Concepts

Pattern Detection 


Question Assumptions

Reasoning
Extract Facts


Track Preferences

Contextual Association

Memory

Thinker (Asynchronous)
Processes in background & between turns

RESULTS ABLATIONS

Reconstructive synthesis lifts every model 
(+5–20%); full system beats either component 
alone for 6 of 7; confirming GWT's prediction 
that parallel exploration and integrative 
synthesis serve complementary functions.

MIRROR improves every model tested (+21% relative on avg). Claude 3.7 Sonnet is the sole exception; highly capable models may 
already implement effective implicit parallel processing.

TAKEAWAYS Project page Contact Me!

4 converging cognitive principles produce synergistic gains when unified

Benefits generalize across 7 models, pointing to organizational vs. substrate-specific advantages

Temporal separation makes the architecture production-viable; consolidation runs asynchronously 

Bidirectional bridge: MIRROR generates testable predictions for human cognition research


